What is DBR? TC "Background:  The Theory of Constraints" \f C \l "2" 
DBR is an acronym for Drum-Buffer-Rope, a scheduling solution designed with the purpose of delivering manufactured parts on time.  Originally developed a quarter century ago by Israeli physicist Dr, Eli Goldratt, it has been improved and innovated upon over the years.  As you will see, while DBR is a simple concept, it yields extremely powerful results.  
DBR is similar in some ways to other recent production methodologies, such as Kanban or Lean Manufacturing, in that inventory (especially Work-In-Progress inventory) is reduced, flow times are decreased, and on-time deliveries are increased.  However, in our experience DBR has consistently yielded superior results, with far less cost and effort than these other systems.  
In addition, DBR works well in multiple production scenarios
, whereas other scheduling methods can be problematic in some—particularly job shops.

DBR is unique among the many production and scheduling systems because it takes into account statistical fluctuations—problems, disruptions (“Murphy”) in addition to planned, dependent events, thereby achieving even better on-schedule performance.  In fact, among the significant scheduling methodologies `only DBR recognizes the reality of variability and uncertainty as facts of life.
  













DBR, like JIT or Kanban, is a Pull System.  Work is not introduced until absolutely needed, and then is “pulled in” based upon specific conditions within the system.  This is important because there is a direct correlation between Work-In-Progress (WIP) levels and flow time.  Given stable capacity, the higher the WIP level, the longer the flow time.  
But most pull systems are concerned only with dependent events.  As long as no problems occur in the line, they pull work along in a highly efficient manner.  The difficulty with this is that problems do occur.  Machines break down, people call in sick, part shortages prevent loading.  When these events (Murphy) occur, production is disrupted.  Work is delayed, if only temporarily.  

Dealing With Disruptions TC "Dealing With Disruptions" \f C \l "3" 
Since there is no excess flow time in most pull systems -- no buffer -- to protect the factory against these delays, the time the system is “down” is lost forever.  Often the only way for most pull systems to attempt to recover is by utilizing overtime.  Therefore, extensive efforts are made to move everything in the system—every machine, every material, every process—as close to perfection as possible.  Not only can this be both costly and time-consuming, the world is constantly changing.  So it becomes a never-ending process of continual tiny improvements that are difficult to quantify as to their impact on the bottom line, and that can begin to feel wearisome, like death by a thousand paper cuts.
Most problems are unpredictable.  As variability compounds, delivery performance deteriorates.  Since both JIT and DBR eliminate a lot of the fat in flow times, most work areas operate nearer in flow time to their theoretical minimums.  However, if there is no longer any “fat” in the system for protection against variability, any problem, no matter how small, will impact the entire system.  DBR addresses this problem.

Using the human body (system) as an example, doctors and nutritionists tell us that a little fat in the right places is good for us – in fact is necessary to survival.  The same is true in production systems.  DBR therefore, does not eliminate fat entirely, but while dramatically minimizing it maintains just the right amount in the right places. 

Efficiency, Capacity and Constraints TC "Efficiency, Capacity and Constraints" \f C \l "3"     

This is a need, therefore, to protect the factory against statistical fluctuations (Murphy), without over-inflating flow times.  This is done by exploiting the systems’ constraints and by the careful and calculated use of buffers (see below).  Buffers allow non-constraints to run at near minimum theoretical flow, while simultaneously protecting delivery schedule by maintaining just a little “fat” in the right places.
Whereas Lean, JIT and some cost-driven systems seek localized efficiency everywhere, the Theory of Constraints contends that the processes in a factory comprise a system, and the parts of this system are interdependent.  Discrete efficiency in each of its parts does not indicate or lead to the efficiency of the whole.  Indeed, if all parts of a system are optimized, the system as a whole will not be efficient.  This is a drastic departure from the conventional view, but is empirically demonstrable as fact.

For the system to be operating at its optimum performance, it is necessary that only one of its parts is doing so.  This part is not selected at random, but is identified by investigative process.  This one part, which must maintain optimum performance, is known as the system’s constraint.  It is the part of the system that is limiting the system’s overall throughput, or ability to produce more of its goal.  When the constraint is a resource, it is sometimes also referred to as a “bottleneck.”
Once a constraint has been identified, all the other parts of the system must by definition have some degree of extra capacity, and therefore should not be operating at full efficiency.  This extra capacity further provides the system with protection against variability.  Stripping this capacity away means variability will frequently impact the entire system.  Unless there is a tremendous amount of extra capacity, it is not “excess” capacity at all.  In TOC we refer to it as protective capacity.
 

Improvement made at any operation other than the system’s constraint will have little to no short-term impact on the overall output of the system.  On the other hand, any improvement at the system’s constraint will immediately improve the entire system, and immediately increase its potential throughput.  It is at this point that TOC and Lean, Six Sigma, etc. work together, using TOC as the focusing tool for improvement efforts.
People often think they have many constraints in the factory, or that the constraints “move around” the factory, but in fact true constraints are always very limited in number.  In most systems there is usually only ONE true constraint.  Other factors, especially policy issues, create bottlenecks that appear to crop up everywhere or even “move.”  When the true constraint is dealt with, the others mysteriously vanish. 
Where to begin? TC "Where to begin?" \f C \l "3" 
The first thing we do in DBR implementation is to identify the system’s constraint(s).  Sometimes we call a near-physical constraint a CCR (Capacity Constraining Resource).  

The next thing to do is to exploit the constraint.  To exploit the constraint, one of the things we do is schedule it.  Rather than loading work to the floor based on start or completion schedules, or maintaining detailed schedules for every work station, as in some MRP-based systems, we will now schedule and load to the constraint instead.  
Leaving sufficient time downstream of the constraint to complete all work in time to meet our delivery schedule, we will tell the constraint what to work on and when, making sure the work never stops.

We must also subordinate all other work centers to the constraint schedule.  So now we will not release any un-needed material into our system just to keep non-constraint work centers busy— we will release material only to support the constraint schedule.  

Drums and Buffers TC "Drums and Buffers" \f C \l "3" 
The constraint is known as the Drum in Drum-Buffer-Rope, because, like the beat of a drum, it paces the throughput of the factory.  Since the constraint, or Drum, paces the entire system, it is critical that this resource never runs out of work.  Other resources can, indeed should be idle at times, but the constraint must never be allowed to be idle.  The Drum Schedule will help us with this, but because of Murphy, the schedule alone cannot guarantee continuous work at the constraint.

We need to protect the throughput of the factory against Murphy upstream of the Drum.  Therefore we create a Constraint Buffer.  
This buffer is not inventory, but time.  If it was inventory, we would have to keep a supply of every part number we build sitting in front of the constraint.  But since the buffer is time, its contents are constantly changing.

In our planning for the Constraint Buffer, we do not schedule each operation individually, nor do we assign queue time to each operation.   This is a departure from the scheduling schemes of most production systems.  We also assume low WIP levels, available and ready employees, working machines, etc.   In other words, we start from a nearly “perfect world” perspective.

But since it is not a perfect world, we need to include a selected amount of time for Murphy at the aggregate level – the whole chain of operations leading from raw material release to the constraint resource.  We know there will be variability at resources in execution, we just don’t know when and where it will occur.  Therefore although we do not schedule it, we do plan for it.
The way we do it is this:  we plan for work to arrive at the constraint resource a little bit early.  The buffer contains enough time that in a perfect world work would always arrive at the constraint at this prescribed time before it is required by the Drum Schedule.  But in reality this will not always happen.  When this time is reached and the order is not ready for work at the constraint, we know we may have a problem that requires our attention.  The key is that we get this indication before we’re actually late – hopefully while we have time to react and before the on-time delivery of the product is threatened.  We will deal with this in greater detail in the Buffer Management section below.

Now if we have a true constraint, it is critically important that our constraint resource never runs out of work.  If we ever “starve” the constraint, the time lost is unrecoverable.  Our buffer helps us here too.  Once again, although the buffer is time, the buffer contains inventory.   So since we plan for work to arrive at the constraint a little bit early, a small, ever changing queue is produced just ahead of the constraint.  This queue of inventory is significantly different from the “fat” which usually exists at all operations in traditional systems.  It helps insure we do not starve the constraint.  Rather than bogging down the system and lengthening flow times, this queue helps protect our system throughput.

In practice, flow time in DBR is generally much shorter - much closer to theoretical minimums, than in traditional systems.  We end up with a single, “leaner,” flow time, with just the right amount of “fat” in just the right place.  We haven’t programmed “fat” into the system where it wasn’t required.  Any upstream operation can take advantage of this focused protection when and if it is needed.
Summary:  the buffer stretches from the point just before the constraint all the way back to raw material release.  We release raw material into the system a sufficient “buffer-time” ahead of the Drum Schedule to insure protection against Murphy and provide uninterrupted work at the constraint.  The protective, or sprint capacity of the non-constraints is used for catch-up.  We will speak more about the Buffer and Buffer Management below.  But first let’s take a look at Raw Material Release.

The Rope TC "The Rope" \f C \l "3" 
Most simply stated, the Rope is the signal for Raw Material Release.  Once we’ve scheduled our constraint, or Drum, and established the Constraint Buffer, we need to send a signal to our first operation, such as Stores, to release material into the system.

It makes no sense to load more work onto the factory floor on any given period than the constraint is capable of producing--to do so only creates inventory and threatens delivery schedule.  Therefore the release at the front of the line should be directly tied to the rate at which our constraint can process it.  This is the Rope part of Drum-Buffer-Rope.  This action subordinates all other resources to the constraint schedule.  The signal is usually provided to Raw Material Release as a schedule.  

It is vitally important that when material moves through production, it moves in the smallest possible batch size.  The optimum batch size is 1, but that is not always practical.  Batching is the biggest single contributor to the elongation of flow time.  Understanding the difference between a Process Batch and a Transfer Batch will help your organization move materials most effectively.  Bottom line:  reduce batch sizes whenever possible.  Avoid unofficial “personal” batches, intended to create local efficiencies, like the plague.

DBR is a pull system, because the constraint “pulls” new work onto the factory floor at the same rate which it consumes it.  But the rope is not tied to, and does not pull the intermediate operations.  Intermediate operations will work as fast as possible when they have work (maintaining quality and safety) and will stop when they don’t.  Stop and GO (fast)!—like the Roadrunner in the cartoon.

In the optimum DBR environment, the Rope “pulls” raw material into the system at the same rate it is being consumed by the constraint.  If the constraint should go down the introduction of raw material should stop until the Drum starts beating again.

Buffer Management TC "Buffer Management" \f C \l "3" 
Buffer Management is the most critical part of the Drum-Buffer-Rope methodology.   How big (or small) should the time buffer be?  The answer is it should be just big enough to insure the constraint never runs out of work, but just small enough to insure you’re not accumulating inventory (and its accompanying negative effects) at the constraint.  So the question now arises—how do you know how big “just big enough” is?  By splitting the buffer into three equal sections (Regions).  
Let’s say we’ve decided we have an operation for which the constraint time buffer should be three days.  In other words, we have decided to release material three days before it is scheduled to be processed by the internal constraint.  If the time buffer is the right size—on the third day, the first day’s worth of work (Region I of the buffer) should almost always be completed through upstream processes and waiting at the constraint.  Some of the second day’s work (Region II) will just be arriving there, but we wouldn’t expect it all to be there.  The third day’s work should not be at the constraint at all—it should be at the early processes, having just been released from Stores.  

If the parts in Region I are almost always waiting at the constraint and the parts in Region II are generally not yet at the constraint, we’re doing well.  We’re managing our buffer, protecting our throughput and making sure our constraint will never run out of work.

If our time buffer is too large, we will commonly have Region II or even Region III work accumulating at the constraint.  In such a case we are creating inventory, clogging the system and lengthening flow time.  On the other hand, if our time buffer is too small, we will frequently fail to have some Region I work waiting at the constraint.  The result could be that we can starve the constraint—run out of work at our drum, impacting the throughput of the entire system.
Buffer Management When Bigger Problems Occur TC "Buffer Management When Unusual Problems Occur" \f C \l "3" 
With reduced WIP levels, small batches, the Roadrunner work ethic, and a properly-sized Constraint Buffer, work should arrive in time to be processed at the constraint >95% of the time.  But it’s a fact of life that Murphy will sometimes hit a little harder than “normal,” and that parts will not always be where they are supposed to be on time.  When this happens, we say we have a “hole” in the Buffer.  Any number of factors can cause this.  Material shortages, machine downtime, absenteeism, engineering changes, etc. cause holes in the buffer.

If a hole occurs in Region III of the buffer (such as Stores being a little late to load or a machine being down temporarily), it’s generally not a problem.  Due to the protective (sprint) capacity of non-constraints, temporary holes in Region III should quickly recover.  If the hole originates in or moves into Region II, there’s still no reason to panic.  We do want to watch and plan.   We may want to find out if there’s a problem, and keep an eye on it so we aren’t taken by surprise.  We might even take action in extreme cases.  But  we may still have time for things to work themselves out without taking any drastic action.

However, if the “hole,” reaches Region I of the buffer (the part is not waiting at the constraint at the prescribed time), it may be time to expedite.  Thus we pay very close attention to Region I
.  A hole in Region I means we investigate immediately.  We do whatever we have to do to get the scheduled material to the constraint.  But notice what we’re doing here.  We are not expediting a “late” part.  We are expediting material into Region I of the buffer so we insure it makes its constraint schedule and is not late further downstream.  We’re protecting our delivery schedule. 

Buffer Management means we constantly monitor and manage our buffer to make sure it is the right size, and contains the right parts.  Delivery performance takes care of itself!  Any expediting required only expedites material into Region I of the buffer, so that we never threaten our delivery performance.

It should be noted that traditional production systems artificially create buffers at all operations.  This is visually apparent, because there is inventory sitting around all over the factory which is not being actively worked on.  This is inherently inefficient, bogs down the entire factory, costs money and threatens throughput.  

JIT and Lean, on the other hand, go to the other extreme.  They ignore the importance of constraints and therefore buffers, and create the inevitable problem that statistical fluctuations will threaten delivery performance.  Therefore great effort (and a lot of money) is spent to make sure nothing ever goes wrong.  And then things still go wrong. 

This is not to say that things such as preventative maintenance, reduction of setups, and variability reduction are not important.  They are very important.  But in TOC the effort is focused on the constraint—where the application of these devices produces “the most bang for the buck.”  Trying to focus on one thing is easy and the results are readily apparent.  Trying to focus on everything at once creates confusion and frustration and can wear a company out, physically and financially.  Returning to our subject:  True system efficiency is gained only by the exploitation of constraints and the use of carefully chosen and managed time buffers.

The Shipping Buffer TC "The Shipping Buffer" \f C \l "3" 
Problems can and do sometimes occur at the constraint (or downstream of the constraint).  How do we account for this?  Are we without options?  Not at all.  To deal with this we create a buffer which protects our delivery schedule from variability at or downstream of the constraint.  We call this the Shipping Buffer.  Whereas the internal constraint buffer stretches from the beginning of the constraint operation backwards to raw material release, the shipping buffer extends from shipping all the way back to raw material release.  In effect the constraint buffer becomes only a part of the shipping buffer.

Once again, the shipping buffer is a time buffer, not an inventory buffer.  This buffer also should be just big enough to account for any statistical fluctuations occurring at or downstream of the constraint.  Or, in the case of demand being the constraint, just big enough to insure that schedules are made 99% of the time.  (Hey, no system’s perfect!)

In addition to this, some products do not utilize the most loaded resource at all.   We refer to these parts as “free product”, because they are “free” of the constraint.   How do we schedule them?   We use only a shipping buffer!  By definition, if parts don’t have an internal constraint, then market demand is the constraint.  In this case we simply tie the rope from market demand (shipping) all the way back to raw material release.

Because this buffer contains inventory (ever changing in composition) it is necessary to have an area to gather and track completing parts.  The time buffer should be managed as outlined above.  The first third (Region I) of the buffer should almost always be available, waiting to ship on the scheduled date.  Part of Region II will also be arriving, but due to statistical fluctuations it will sometimes be more and sometimes less of Region II.  Region III will not be arriving yet in Stores, being somewhere in upstream operations.
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Simplified Drum-Buffer-Rope
 TC "Background:  Simplified Drum-Buffer-Rope" \f C \l "2" 
Over the past two decades Traditional DBR has proven itself a superior shop floor scheduling solution.  It has allowed production operations to deliver their product on-time, and in a cost-effective way.  Not only has it solved the traditional dilemma, DBR also solved the problems inherent in balanced-line or JIT-type systems.

The experience in putting DBR in numerous organizations however, has taught us a few new things—important insights that now have allowed the development of a simpler and yet more powerful tool, Simplified Drum-Buffer-Rope.

One surprising thing we noticed as we implemented DBR in various and diverse environments around the globe was that in most organizations there is very rarely a true physical constraint.  Even in very well-managed companies, we always uncovered additional “hidden” capacity.  

By far the most prevalent constraints we have found are not physical constraints, but policy constraints.  Policy constraints often manifest themselves physically, mistakenly leading us to believe we have physical constraints, but when policies are changed (such as efficiency and batching policies), bottlenecks disappear and chaos fades away.

Likewise, it is now understood that the market demand is almost always a system constraint.  When the constraint is in the market, only one buffer is required—the Shipping Buffer.  We now know that by managing our operations by TOC methods, the constraint quickly shifts outside our four walls and into the market.

Simplified Drum-Buffer-Rope is the product of this understanding.  Although very powerful and effective, Traditional DBR is unwieldy at times, and a can be a little difficult to understand.  If we choose a constraint resource, what happens if product mix shifts and a new constraint emerges?  If I have a chain of multiple shops, do I look for a constraint resource in each one and manage them separately, of do I look for a “master” constraint resource and manage the whole operation from there?  What if Murphy strikes hard in one of my other shops?

But if we understand the true constraint is almost always in the market, we can reach a liberating conclusion.  We don’t have to worry about temporary bottlenecks in the same way we have in the past.  In fact, in many cases, we can anticipate and compensate for them.  Just manage according to TOC methodology and most of the time, a single buffer will suffice.

Not only can we now manage a single buffer easily within one shop, we can manage it just as easily spanning several shops.  We no longer have to meet multiple schedules at multiple locations.  We can work to a single date—the Shipping date, and we can prioritize based either on that date or better yet by Buffer Penetration Percentage.

It was also discovered through experience that there wasn’t much practical difference between Regions II and III of the DBR buffer, since we only took action when a hole appeared in Region I.  S-DBR has dropped the Three-Region approach and replaced it with two—a Green Zone and a Red Zone.  The Green Zone approximates Regions II and III of the old buffer, although it does not necessarily have to be exactly two thirds of the buffer (sometimes the Green Zone can be as much as ¾ of the entire buffer).

As long as a part is in the Green Zone, we don’t have to track or even be concerned about it.  Production operations by their very nature have a large ratio between flow time and touch time—parts sit waiting much longer than they are actually being worked on, even in the best systems.  

So when WIP is reduced and batching is greatly diminished, parts flow through the system quickly.  They don’t get lost or set aside while “easier” things are worked on.

When we set Buffer sizes in S-DBR, we try to allow enough time in the Red Zone to cover all touch-time.  If we need to expedite, even from very early in the process, we still have time to make it if we put enough effort into it.

In S-DBR we expect >95% of all parts to complete to shipping within the Green Zone.  The 5% or less that don’t are called Redline parts, because they have crossed the line into the Red Zone.  With S-DBR we now need only a simple dispatch list—one which shows our limited number of Redline items.

Another great benefit of S-DBR is that it can very often be integrated more easily with existing or legacy MRP and ERP systems.  In the great majority of cases, no additional software is required.

But perhaps the greatest benefit from the simplicity in S-DBR is that we can now, with a combination of Critical Chain Project Management, TOC’s Replenishment and Distribution solution and S-DBR, synchronize very large organizations toward the attainment of a single goal.  We call this new application Integrated Enterprise Scheduling.  

The aircraft industry provides a good example.  Component shops feed minor subassembly shops.  Component and minor subassembly shops feed major subassembly shops.  Component shops and major subassembly shops feed final assembly.  For each shop or division the proper TOC scheduling solution can be applied.  

Final assembly can be scheduled with a master Critical Chain Schedule.  Major and minor subassemblies can be scheduled with Critical Chain schedules in subordination to the master Critical Chain.  Component shops can be scheduled by S-DBR, feeding any and all of the higher-level Critical Chains.

So we can have Critical Chains running beneath Critical Chains, and S-DBR running beneath Critical Chains.  Fully synchronized schedules are now possible across the organization, all without chaos or confusion.  Enough protection exists against Murphy in the system to assure that with good Buffer Management deliveries will be made on-time in a cost-effective way, regardless of the complexity of the system.

As good as S-DBR is, there are still a very few cases where Traditional DBR may be more practical.  These may include cases when there is a regularly active CCR and:

1) There are dependent setups, i.e. where machine set-up time depends not only on what came next but what came before.

2) The constraint is a group of several different resources which differ in their capabilities and processing times.

3) The constraining resource is involved in two or more operations for the same order (recursive processing).

In most cases, Simplified DBR (S-DBR) can be used when:

1) The market is almost always a system constraint, and

2) Internal constraints experience periods of time where they are not actively constraining system performance.


� DBR is also applicable in office environments where a lot of repetitive work is performed.  This could include environments like insurance companies, hospitals, HR departments, employee benefits offices etc.  In addition, DBR is applicable in Maintenance, Repair & Overhaul (MRO) environments for managing the repair of parts passing through “back” shops, or support shops.


� This is not to say organizations should surrender to problems or not make attempts at improvement.  But production systems are just too complex, with circumstances changing constantly, to blindly assume we can ever reach a state of perfection in our systems.  As soon as we solve one problem, another completely unexpected one arises.  In spite of the best-laid plans of mice and men, every factory has one employee (with perfect attendance) by the name of Murphy.


� Contrary to the conventional view, this protective capacity is not waste.  Far from it, it is absolutely critical to the smooth operation of the system.  Protective capacity gives non-constraint resources “sprint” capability, which enables them to “catch up” to the original schedule after encountering problems.  In the system which is “balanced” and has lost all its protective capacity, every problem stops production and impacts delivery.  Worse, interactive constraints appear, greatly destabilizing the system.  In losing sight of the goal of maximizing throughput, cost-cutting efforts often identify this “waste” and attempt to eliminate it.  Saving a little Operating Expense in the short term, they sacrifice throughput in the long term.  Ironically, the unbalanced line is not only by far the more stable one, but in the long run the less costly one.  





� Many people call Region I of the buffer the “Red Zone,” Region II the “Yellow Zone,” and Region III the “Green Zone.”  A hole in region one indicates that a scheduled part has “gone red” and needs action.


� This buffer is set on a part-by-part basis.  In effect a buffer-time is chosen for each part, or each group of similar parts.  So when you talk about the Shipping Buffer, it is the Shipping Buffer for the subject part.   Parts are released to the floor one buffer-time ahead of shipping, regardless of how much parts differ.  One part could have three days of flow time, and be released three days ahead of shipping, while another might have 30 days of flow time and be released 30 days ahead.  Same type of  buffer, different buffer times.
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